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Abstract - In this paper we propose the Real-Time 

HCCA (RTH) scheduler, to support Quality of Ser-
vice (QoS) in an IEEE 802.11e network using the 
Hybrid Coordinator Function (HCF) Controlled 
Channel Access (HCCA) function. RTH provides 
each admitted flow with real-time QoS guarantees. 
In addition, we evaluate the performance of RTH, 
with and without the QAck 802.11e option, in terms 
of the admission control limit and the amount of 
channel capacity that is left for contention-based 
access. In doing so, we also compare RTH with the 
sample scheduler that was proposed in IEEE 
802.11e. Our analysis shows that RTH can admit a 
higher number of flows than the sample scheduler, 
when the flows have different QoS requirements. 
RTH also helps to increase the amount of band-
width which is left for contention-based access. 

1. Introduction 
The IEEE 802.11e standard [1] enhances the well-

known IEEE 802.11 standard [2] for Wireless Local 
Area Networks (WLANs) by adding support for appli-
cations with QoS requirements. The 802.11e standard 
specifies the Hybrid Coordinator Function (HCF) Con-
trolled Channel Access (HCCA) function, which re-
quires centralized scheduling and allows applications to 
negotiate parameterized service guarantees. It also 
specifies the Enhanced Distributed Coordination Ac-
cess (EDCA) function, which provides statistical ser-
vice differentiation in a distributed manner. The current 
research challenges of 802.11e have been reviewed in 
[3]. HCCA is specifically suitable for transmitting 
traffic with real-time constraints. Scheduling in 
802.11e HCCA is controlled by the Hybrid Coordina-
tor (HC), which transmits downlink data frames and 
schedules uplink transmissions by polling the associ-
ated stations. While the standard does not specify a 
mandatory scheduling algorithm to be implemented at 
the HC, the latter is of obvious importance to QoS 
provisioning capabilities, as discussed in [4]. A sched-
uling algorithm amenable to real-time scheduling in 
HCCA has to be both efficient, i.e. to allow for a high 
utilization of the medium, and simple, i.e. so that 
scheduling decisions do not require an unfeasible 
amount of computations at the HC. 

In this paper, we propose Real-Time HCCA (RTH) 
as a scheduling algorithm for real-time traffic in 
802.11e HCCA. RTH provides each admitted flow 
with a constant amount of channel capacity over a 
fixed period. The main idea behind RTH (see [5]) is to 
divide the job of scheduling into online and offline 
activities: the former, occurring at the MAC frame 
transmission timescale, needs to be kept as simple as 
possible. The latter, on the other hand, occurs at the 
flow lifetime timescale, which is, as expected, orders of 

magnitude larger than that of MAC frame transmission. 
At this last timescale, it is feasible to perform a larger 
number of computations. In RTH, offline activities 
include: i) checking the admission of a new flow, i.e. 
testing whether it is possible to provide the new flow 
with the required QoS guarantees without violating 
those of the already admitted flows (schedulability 
test), and ii) computing a timetable, i.e. a periodic 
schedule of transmission opportunities for the admitted 
flows. On the other hand, the only online activity con-
sists in reading the pre-computed timetable, so as to 
actually grant transmission rights to the various sta-
tions. Thus, online scheduling requires O(1) operations 
per scheduling decision with respect to the number of 
admitted flows.  

In RTH, the timetable is computed according to the 
Earliest Deadline First (EDF) scheduling algorithm, 
which is adapted to the different context of 802.11e, in 
which preemption of an ongoing frame exchange se-
quence is not feasible. Accordingly, the schedulability 
test is also derived from that of EDF. However, since 
the traffic specifications of 802.11e do not fit EDF 
requirements, we also devised a procedure to map the 
802.11e parameters into the EDF ones. This procedure 
is aimed at minimizing the polling overhead of uplink 
traffic flows and maximizing the admission control 
limit. 

To the best of our knowledge, only two algorithms 
in the literature provide the same guarantees to traffic 
flows using HCCA: the sample scheduler, which has 
been included into the 802.11e document for informa-
tion purposes, and Scheduling based on Estimated 
Transmission Time (SETT-EDD) [6]. However, the 
former is inefficient in terms of the number of flows 
that can be admitted and the amount of channel left for 
contention-based access, when traffic flows have dif-
ferent requirements. SETT-EDD, on the other hand, 
improves on the sample scheduler by employing an 
online version of the Earliest Due Date (EDD), which 
is a well-known algorithm in the real-time literature. 
However, scheduling by SETT-EDD may require as 
many as O(n) operations per scheduling decision, n 
being the number of admitted traffic flows. Further-
more, no schedulability test has been provided nor can 
it be straightforwardly derived from that of EDD, be-
cause the latter relies on preemption, which is not pos-
sible with packetized traffic. RTH has the advantage of 
exhibiting an O(1) online computational complexity, 
thus being much less complex than SETT-EDD and, 
unlike the sample scheduler, efficiently accommodates 
traffic flows with different requirements. 

Several approaches have been proposed in the litera-
ture to serve traffic with variable bit-rate (VBR) re-
quirements, such as the Moving Picture Expert Group 
(MPEG) or videoconference streaming. In [7] the au-
thors propose the Fair HCF (FHCF) scheduler, which 



periodically provides each VBR traffic flow with a 
variable capacity proportional to its residual transmis-
sion buffer size. In the case of uplink traffic, this re-
quirement is estimated by exploiting the optional 
802.11e feature of the served stations piggybacking the 
amount of bytes awaiting transmission to outgoing data 
messages. In [8], the authors allow VBR flows to ac-
cess the medium using both HCCA and EDCA. This is 
done in a centralized manner, by estimating the current 
channel load and dynamically associating traffic flows 
with the two medium access modes and adjusting the 
duration of the access in each mode. 

Either (or both) of the two above mentioned ap-
proaches may be combined with RTH to effectively 
support VBR traffic flows. Such extensions are left for 
future research, as in this study we only consider traffic 
flows with real-time guarantees, which generate con-
stant bit-rate (CBR) traffic. 

Finally, in [9] the authors propose an HCCA sched-
uling algorithm that strives to minimize the energy 
consumption of the served stations, whilst providing 
their traffic flows with real-time guarantees. The im-
pact of RTH in terms of energy consumption is left for 
future study. 

The rest of the paper is organized as follows. In Sec-
tion II we briefly describe 802.11e, and introduce the 
notation that will be used in the rest of the paper. The 
RTH scheduling algorithm is described in Section III, 
and analyzed in Section IV. Finally, conclusions are 
drawn in Section V. 

2. IEEE 802.11E MAC PROTOCOL 
This section describes the enhancements of 802.11e 

that are related to the support of QoS using HCCA, and 
introduces some notations that will be used throughout 
this paper. As already mentioned, HCCA is a central-
ized access mechanism controlled by the HC, which 
resides in the QoS-Access Point (QAP). Each QoS-
enabled 802.11e station (QSTA) may establish up to 
eight HCCA Traffic Streams (TS). TSs are guaranteed 
a parameterized QoS access to the medium, and they 
can be either uni-directional (i.e. uplink or downlink), 
or bi-directional. In all cases, TSs are initiated and 
terminated only by QSTAs. However, the QAP per-
forms an admission control procedure to ensure that the 
admission of a new flow does not violate the service 
guarantees of admitted TSs. 

The QAP can take control of the medium whenever 
it needs to allocate transmission opportunities (TXOPs) 
to TSs. It does so by accessing the medium with a 
higher priority than QSTAs. Note however that the 
QAP is not allowed to interrupt ongoing transmissions. 
During TXOPs, the medium is accessed by only one 
QSTA. More specifically, a downlink TXOP consists 
of a burst of QoS Data frames transmitted from the 
QAP to a QSTA. On the other hand, an uplink TXOP 
is initiated when the QAP polls a QSTA, which takes 
control of the medium for the TXOP limit specified in 
the poll message. If the TS of a polled QSTA does not 
have data to transmit, or if the head-of-line packet does 
not fit into the remaining TXOP duration, the QSTA 
sends a QoS Null frame to the QAP. If the polled 
QSTA does not entirely use the TXOP, then the QAP 

has two options: (i) take back control of the medium by 
immediately starting a new TXOP, or (ii) resume the 
contention-based access to the medium. 

 

Figure 1. Graphical representation of tN and tP. 

Parameter  Parameter  
Mean data rate (bps) R Size of the MAC header (bytes) hMAC

Nominal SDU size 
(bytes) 

N Size of ACK frames (bytes) hACK

Minimum PHY rate (bps) Γ Size of poll frames (bytes)  
hPOLL

Delay bound (s) D PHY transmission rate of data 
frames (bps)  

ΓDATA

Maximum service inter-
val (s) 

MSI PHY transmission rate of ACK 
frames (bps) 

ΓACK

Nominal transmission 
time (s) 

tN PHY transmission rate of poll 
frames (bps) 

ΓPOLL

Poll duration (s) tP Duration of the PHY header (s) tPHY

Table 1. Glossary of HCCA Notation. 

The time spent in polling QSTAs can be accounted 
for as a MAC overhead, which is added to the overhead 
due to direct acknowledgment of data frames. How-
ever, such overheads can be reduced by combining 
multiple control messages and/or piggybacking them 
on data frames. If the optional piggybacking feature is 
supported, the QAP may piggyback an acknowledg-
ment and/or a poll to the ongoing data frame, as long as 
the control messages and the data frame are addressed 
to the same recipient. Furthermore, the optional QAck 
feature allows the QAP to combine control messages 
that are not directed to the same QSTA. 

A QSTA requests the admission of a new TS i by 
sending an ADDTS message to the QAP. The latter 
contains the Traffic Specification (TSPEC), which 
includes the following parameters: mean data rate (Ri), 
nominal Service Data Unit (SDU) size (Ni), minimum 
PHY rate (Γi), delay bound (Di) and maximum service 
interval (MSIi). The first four parameters characterize 
TS i. The delay bound field in particular specifies the 
maximum lifetime of an SDU at the QSTA: if an SDU 
experiences a delay greater than Di, it is dropped by the 
QSTA. Parameter MSIi, on the other hand, is a service 
requirement, and it corresponds to the maximum time 
that can elapse between two subsequent polls to the 
same QSTA. 

We define nominal transmission time for TS i, 
iN , 

as the time to transmit an SDU that belongs to TS i, 
including the time needed to receive the corresponding 
acknowledgment and the interframe spaces (see Fig. 1): 

t

i

i i

MAC i ACK
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DATA ACK

h N h
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⎛ ⎞ ⎛+
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where tPHY is the time duration of the PHY header, hMAC 
(hACK) is the size of the MAC header (acknowledgment 
frame), and 

iDATAΓ  (
iACKΓ ) is the physical transmission 

rate of QoS data (acknowledgment) frames. Further-



more, we define tP as the time to transmit a poll mes-
sage, including the interframe space (see Fig. 1): 

 POLL
P PHY

POLL

h
t PIFS t

⎛ ⎞
= + +⎜ ⎟Γ⎝ ⎠

, 

where hPOLL is the size of poll frames and ΓPOLL is its 
physical transmission rate. The polling overhead of TS 
i, 

iPt , is equal to Pt  if i is an uplink TS, otherwise it is 
zero. 

We define the ratio i iN R  as the expected average 
interarrival time of SDUs of TS i. We assume that the 
TSPEC parameters are such that the time to transmit an 
SDU of nominal size is not greater than the expected 
average interarrival time: 

iN i iR≤

)t

t N . The notations 
are summarized in Table 1. 

The QAP is responsible for scheduling TXOPs so 
that the negotiated TSPEC parameters of admitted TSs 
are satisfied. More specifically, for any time interval 
[t1, t2] greater than a minimum Specification Interval, 
which is advertised by the QAP, the HCCA function is 
committed to schedule to TS i a number of TXOPs 
whose cumulative duration W t  is such that: ( 1 2,i

 ( ) ( )1 2 2 1,
i

i
i i

i

R
W t t t t t

N
⎡ ⎤

≥ − − Δ⎢
⎢ ⎥

N⋅⎥ , (1) 

where Δi is equal to MSIi, if the latter is specified, oth-
erwise it is equal to Di. 

The sample scheduler serves each TS on a perfectly 
periodic basis, where the period (called Service Inter-
val, SI) is the same for all TSs and is set to the smallest 
Δi. The TXOP duration of TS i, namely Ci, is then set 
to the smallest value that satisfies Eq. (1): 

 
i

i
i N

i

R
C SI

N
⎡ ⎤
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⎢ ⎥

t . (2) 

Ci is rounded up to contain an integer number of 
SDUs of nominal size, which may produce a surplus 
bandwidth allocation to that particular TS. Note that 
the TXOP computation according to the standard is 
slightly different from that in Eq. (2). Specifically, in 
Eq. (2) we do not take into account the maximum SDU 
size that can be specified in the TS’s TSPEC. This is 
because in this work we only consider real-time like 
guarantees, which require a fixed amount of capacity 
granted on a periodical basis. 

The schedulability test is as follows: a given set of 
TSs is schedulable with the sample scheduler if and 
only if  

 
( )

1ii Pi
C t

SI

+
≤

∑
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Figure 2. RTH architecture. The offline activities are depicted on the left side. The middle portion shows the schedule associated to the sample 
timetable on its left. A flow diagram of the only online activity, which is the enforcement procedure, is reported on the right side. 

3. Real-Time HCCA (RTH) Scheduler 
RTH is made up of four blocks, as shown in Fig. 2: 

a mapping procedure, a schedulability test, a timetable 
computation and an enforcement procedure. The map-
ping procedure, the schedulability test and the timeta-
ble computation are offline activities, performed in the 
MAC sublayer Management Entity (MLME) of the 
QAP. The MAC sublayer of the QAP only runs the 
enforcement procedure, which is the unique online 
activity. The timetable computation builds a periodical 
timetable of TXOPs, which is fed as an input to the 
enforcement procedure to actually grant TXOPs to the 
admitted TSs. The timetable computation is based on 
EDF [10], which was originally proposed in the context 
of multiprogram scheduling of real-time periodic tasks 
on a single processor, and has more recently been ana-
lyzed in the context of scheduling in packet switched 
networks [11]. However, in order to compute the time-
table using EDF, the 802.11e TSPEC parameters of 
TSs have to be converted into real-time requirements. 
We denote such a conversion as the mapping proce-
dure. Furthermore, EDF works under the assumption 
that tasks are arbitrarily preemptable, which is not the 
case when scheduling TXOPs. Thus, our schedulability 
test is based on the Stack Resource Policy (SRP) [12], 
which accounts for EDF scheduling with blocking. 
This schedulability test is executed when a new TS 
requests admission. Consequently, the timetable com-
putation is executed only if the schedulability test suc-
ceeds. 

Below, we describe the four above-mentioned pro-
cedures. 
3.1. Enforcement Procedure 

Assume that a timetable, i.e. a list of entries 
〈i, TXOPi, ti〉, stating that TS i can access the medium 
within [ti, ti +TXOPi[, is available at the MAC sublayer 
of the QAP. A step of the enforcement procedure, 
executed whenever a TXOP ends, consists in reading 
the next entry in the timetable, 〈i, TXOPi, ti〉, waiting 
until time ti (possibly allowing stations to access the 
medium using contention in between), and actually 
granting a TXOP of duration TXOPi to TS i. The block 
diagram of the enforcement procedure is reported in 
Fig. 2, along with a sample timetable and its associated 
schedule. Note that the enforcement procedure has 



O(1) computational complexity with respect to the 
number of admitted TSs.  

The timetable is built offline by computing an EDF 
schedule based on the requirements of the admitted 
TSs. Therefore, the remainder of this section describes 
the steps required to build it. 
3.2. Schedulability Test 

In RTH, a TS i is characterized by a capacity Ci and 
a period Ti, which are computed from the TSPEC pa-
rameters through the mapping procedure, described in 
the next subsection. Assume, without loss of generality, 
that TSs are sorted by increasing the period duration, 
i.e. i > j ⇒ Ti ≥ Tj. Essentially, Ci is the cumulative 
duration of the TXOPs scheduled by the QAP every Ti 
instants. In the case of uplink TSs, Ci has to take into 
account the overhead due to polling, which depends on 
the availability of the QAck optional feature. Let πi be 
the maximum number of times that the QAP has to poll 
TS i, during Ti. If QAck is enabled on all stations, 
πi = 1, because if TS j preempts TS i at a TXOP bound-
ary during its service, the QAP is able to piggyback the 
poll message to TS j on the last acknowledgment to TS 
i. If QAck is disabled, πi = ⎡Ti/T1⎤. Although the capac-
ity Ci does not need to be allocated in a single TXOP, 
the minimum TXOP for TS i should not be smaller 
than the time needed to transmit a nominal size SDU, 
including a poll for uplink TSs. Should this constraint 
be violated, nominal size SDUs would not fit into 
scheduled TXOPs, which would thus be wasted. 

Using the above TS characterization, and having 
EDF in mind to employ as a scheduling algorithm, we 
can regard TSs as tasks in a multiprogrammed envi-
ronment, and capitalize on the schedulability tests al-
ready devised for such contexts. As already observed, 
it is not advisable to preempt nominal size SDUs trans-
mission. Basically, a nominal size SDU transmission is 
thus a critical section. When TS i is in a critical sec-
tion, and is thus scheduled instead of the highest prior-
ity TS j, TS i is said to block TS j. Let bi denote the 
critical section duration of TS i, and BB

B b=

i denote the 
maximum of the critical section durations of TSs with 
periods longer than TS i, i.e. j> . A suffi-
cient condition for a set of n TSs to be schedulable with 
EDF under the above constraint (derived from SRP) is 
as follows: 

{ }maxi j i

 1, :1j ji

j ii j

CB
i i

T T
π

≤

+
+ ≤ ∀ ≤∑ n≤

}B t t= +

, (3) 

where 
j ji j i N P> . Note that inequalities in 

(3) assume that TS i is blocked for the maximum time 
during its execution, which might not actually happen. 
Thus, the condition is sufficient but not necessary.  

{max

Clearly, BBi is a non decreasing function of the criti-
cal section duration bj (j > i). However, as long as BiB  is 
such that (3) holds, increasing bj does not hamper the 
schedulability of a set of TSs. On the other hand, hav-
ing longer critical sections yields lower MAC over-
head, since the number of preemptions experienced by 
a TS i is reduced. For this purpose, we devise a map-
ping procedure that computes the largest possible criti-
cal section durations such that (3) holds. We call such 
values extended critical section duration, and we de-

note it as ib . We also define the extended maximum 
blocking time of TS i, and we denote it as iB .  
3.3. Mapping Procedure 

We now describe how to map the TSPEC parame-
ters of TS i to its period Ti, capacity Ci, and extended 
critical section duration ib . Firstly, the capacity Ci is 
computed as ( )

ii i i i NC R T N t= ⋅ ⋅⎡ ⎤⎢ ⎥ , which is the 
minimum needed in order to be compliant with the TS 
requirements in Eq. (1). Then, if the delay bound is 
smaller than the expected average interarrival time, Ti 
is set to the delay bound itself. Otherwise, Ti is set to 
the largest multiple of Ni/Ri that is not greater than the 
delay bound, i.e. i i i i iR N D R N⋅⎢ ⎥⎣ ⎦ , since the con-
straint Ti ≤ Di must be adhered to. 

Then, we compute the extended maximum blocking 
times for all TSs as follows1:  

 1 :j j
i i

j i j

C
B T i

T
π

≤

⎛ ⎞+
1 i n= − ∀⎜ ⎟⎜ ⎟

⎝ ⎠
∑ ≤ < .   (4) 

That is, we set the maximum blocking times as large 
as possible, under the constraint that each value does 
not violate the schedulability test in (3). Thus, by defi-
nition of iB , all inequalities in (3) hold if we substitute 
BBi with iB . Then, we set the critical section durations 
of all TSs as follows : 2

  min :1i jj i
b B i i

<
n= ∀ < ≤ . (5)  

Remember that we require the critical section dura-
tion for TS i to be larger than the time it takes to trans-
mit a frame, i.e. 

j jN Pt t+ . Having computed ib  in (5) 
without regarding such a constraint, we still need to 
prove that, if a set of TSs is schedulable according to 
(3), then ,

ji N Pi b t t
j

∀ ≥ + . We prove this proposition 
by contradiction. 

Assume that there exists a value k such that k kb b< . 
It immediately follows from the definition of bi and BB

b B
i 

that j<mini j i≤ , which can be substituted into 
kb bk<  so as to obtain: 

 min minj k jj k j k
B b B

< <
< ≤ . (6) 

However, we can rewrite each inequality in (3) as 
follows: 

 1 1j h h h h
j j

h j h jj h h

B C C
B T

T T T
π π

≤ ≤

⎛ ⎞+ +
+ ≤ ⇒ ≤ −⎜ ⎟

⎝ ⎠
∑ ∑ , 

which can be substituted into (6), in addition to (4), so 
as to obtain: 

 min 1 min 1h h h h
j jj k j kh j h jh h

C C
T T

T T
π π

< <
≤ ≤

⎛ ⎞ ⎛ ⎞+ +
− < −⎜ ⎟ ⎜ ⎟

⎝ ⎠ ⎝ ⎠
∑ ∑ , 

The last inequality is false, which concludes our 
proof.  
3.4. Timetable Computation 

The timetable computation produces a timetable, i.e. 
an EDF schedule of the admitted TSs, whose parame-
ters Ti, Ci and ib  are computed as described in the 
previous section. The schedule duration is equal to the 
Least Common Multiple (LCM) H of the periods of the 
admitted TSs. The following working variables are 

                                                           
1 The maximum blocking time of the lowest priority TS is 

not defined, as it is never blocked by other TSs. 
2 Critical section duration of the highest priority TS is not 

defined, as it never blocks any TS. 



used: t is the virtual clock, i.e. the time at which the 
procedure schedules either a TXOP to the TS with the 
earliest deadline, or some capacity to contention-based 
access; q is used to know whether the poll message can 
be piggybacked on the next TXOP; i  is the capacity 
that has to be granted to TS i before its deadline ex-
pires; D

C′

i is the deadline of TS i; finally, Ri is the release 
time of TS i, i.e. the period start time at which Ci is 
replenished. In addition, the QAck flag is used to know 
whether the QAck mechanism is enabled. Finally, the 
add() function inserts a new entry into the timeta-
ble that will be used by the enforcement procedure. 

The pseudo-code for the timetable computation is 
reported in Fig. 3. After the working variables initiali-
zation (1-7), the main body of the timetable computa-
tion is started, which loops until the virtual clock t 
reaches the schedule duration H (8). Firstly, the proce-

dure checks whether there is at least one TS i with 
unfulfilled capacity (9-10). If not, the virtual clock is 
advanced until the earliest release time and the loop 
restarts immediately (10-13). If there are TSs with 
unfulfilled capacity, then the TS with the earliest dead-
line, say TS i, is scheduled a TXOP. The TXOP dura-
tion depends on the release time of TSs with a higher 
priority, i.e. an earlier deadline than TS i. If TS i has 
the highest priority at time t, then the whole of its un-
fulfilled capacity iC′  is scheduled (15-24). The time to 
poll TS i is added if either QAck is disabled or if it 
would be impossible to piggyback the poll to TS i to 
the last scheduled TXOP (16-17). Then, the main loop 
restarts immediately (24). On the other hand, if a TS 
exists with an unfulfilled capacity and a higher priority 
than TS i, say TS k, then TS i can be preempted (on an 
SDU boundary) by TS k depending on the temporal 
distance between Ri and Rk (25-30). Before updating 
the working variables of TS i (34-37), the procedure 
restores the unfulfilled capacities of the TSs whose 
release times, if any, expire before the end of the 
scheduled TXOP (32-33). 

Each iteration of the main loop in Fig. 3 may re-
quires as many as O(n) operations to schedule each 
TXOP, where n is the number of admitted TSs, because 
of the searches in (9) and (14). Since the number of 
iterations is equal to the overall number of scheduled 
TXOPs, which is upper bounded by mini iH b , the 
timetable computation may be computationally expen-
sive. However, as already observed, such an overhead 
is not an issue, since the timetable computation is per-
formed on a timescale of a higher order of magnitude 
than that of the enforcement procedure. 

 /* initialization */ 
1  0t ←
2  falseq ←
3 { }LCM ii

4. Performance Evaluation 
In this section we evaluate the efficiency of RTH in 

terms of resource utilization, with and without the 
QAck optional feature, by comparison with the sample 
scheduler. Specifically, we implemented a stand-alone 
C++ program which emulates the behavior of the off-
line TXOP schedule computation algorithm and the 
HCCA admission control unit of 802.11e, with both 
RTH and the sample scheduler. In this context a com-
parison with SETT-EDD, which would also be interest-
ing, is made impossible by the lack of a schedulability 
test for the latter. The comparison or RTH with 
SETT-EDD via packet-level simulation is left for fu-
ture study. 

The physical layer parameters are those specified by 
the High Rate Direct Sequence Spread Spectrum 

H T=

R ←

 
4 foreach TS i 
5   i iC C′ ←
6   i iD T←
7   0i
 /* main body */ 
8 while ( ) t H<
9   { }arg min | 0j j ji D C′← >

10  if ( i does not exist ) 
11   { }min jj

t R←  
12    falseq ←
13  continue 
14  { }arg min |j j j ik R D← < D

alse
P

i t C ′

i

i

alse

 

15  if ( k does not exist ) 
16   if (! f ) QAck q∨ =
17     

ii iC C t′ ′← +
18   add ( )  , , i
19    it t C′← +
20    0íC′ ←
21    i iR R T← +
22    i iD D T← +
23    trueq ←
24   continue 
25  if (! f ) QAck q∨ =

26   ( ){ }min ,
i i ii i k P N NTXOP C b R t t t t⎢ ⎥′← + − −⎣ ⎦ ⋅  

27   
iPt t TXOP t← + +  

28  else 
29   ( ){ }min ,

i ii i k N NTXOP C b R t t t⎢ ⎥′← + −⎣ ⎦ ⋅

P

i

i

 

30    t t TXOP← +
31  add ( )  , ,i t TXOP
32  foreach  | kk t R t TXOP< ≤ +
33     i iC C′ ←
34   í í
35  if ( ) 

C C TXO′ ′← −
0íC′ =

36    i iR R T← +
37    i iD D T← +
38    trueq ←

Figure 3. Pseudo-code for the timetable computation. 

Parameter Value Parameter Value
SIFS (μs) 10 PHY header (μs) 192 
PIFS (μs) 30 Data rate (Mb/s) 11 
DIFS (μs) 50 Basic rate (Mb/s) 2 
SlotTime (μs) 20   

TABLE 2. Evaluation MAC/PHY parameters. 

Traffic type D 
ms 

N 
bytes 

Γ 
Kb/s 

VoIP G.711 20 160 80 
VoIP G.723 45.5 70 12.3 
Videoconference 100 1500 364 

TABLE 3. TSPEC of HCCA TSs. 



(HR/DSSS) PHY, also known as 802.11b, and are 
reported in Table 2. The metrics used to assess the 
performance of RTH and the sample scheduler are: the 
number of TSs that can be admitted, and the amount of 
channel capacity that is not used by HCCA. The latter 
is defined as the ratio of the period time that is not 
assigned to HCCA TSs over the timetable duration. 

We consider two types of traffic: VoIP and video-
conference. Both traffic types are bidirectional, thus 
QSTAs request the admission of an uplink and a 
downlink TS at the same time. Their TSPEC values are 
reported in Table 3. As regards audio traffic [13], we 
consider the G.711 codec, which generates packets of 
160 bytes (including IP/UDP/RTP headers) at a con-
stant interarrival time of 20 ms, and the G.723 codec, 
which generates packets of 70 bytes (including 
IP/UDP/RTP headers) at a constant interarrival time of 
45.5 ms. On the other hand, the TSPEC of the video-
conference was computed based on a pre-encoded 
MPEG4 trace file [14], with an average rate of 
158 Kb/s and a peak rate of 2.7 Mb/s. We determine 
the mean data rate (Γ) of the videoconference TSPEC 
as the smallest rate such that the 95th percentile of the 
delay is smaller than the frame interarrival time, assum-
ing that the video stream is transmitted by an HCCA 
TS which is periodically granted a TXOP of fixed 
duration, with the period equal to the delay bound (D). 
According to the set of TSPEC parameters and the 
traffic characterization, any VoIP SDU will experience 
a delay lower than or equal to the packet interarrival 
time, whereas a videoconference SDU will experience 
a delay lower than or equal to 100 ms with probability 
0.95. 

We first evaluate the performance of RTH in terms 
of the admission control limit. Since the RTH sched-
ulability test is a sufficient but not necessary condition, 
we wanted to assess how tight this test is. To do so, we 
also reported the admission control limit computed a 
posteriori (denoted as RTH-POST), i.e. without run-
ning the schedulability test. We performed this kind of 
test by actually computing the timetable and checking 
whether deadlines were missed. The number of TSs 
admitted by the schedulability test was denoted as 
RTH-PRE. Figure 4 shows the number of VoIP G.723 
TSs that can be admitted, with an increasing number of 
admitted VoIP G.711 TSs. Figure 5 shows the number 
of videoconference TSs that can be admitted, with an 
increasing number of admitted VoIP G.711 TSs. In 
both cases, the sample scheduler curve lies below the 
other curves. This behavior confirms that the sample 
scheduler cannot efficiently accommodate TSs with 
different TSPECs. In fact, firstly, it polls TSs with 
longer periods more often than needed, by setting the 
period duration to the smallest TS period. Secondly, it 
overestimates the capacity needed by TSs because of 
the ceiling operator in Eq. (2). 

With regards to mixed VoIP traffic only (i.e. Fig. 4), 
the admission control limit may benefit significantly 
from having the QAck feature enabled, both for RTH-
POST and RTH-PRE (up to 9 extra VoIP G.723 TSs 
admitted). Also, whether QAck is enabled or not, there 
are cases in which the RTH-POST curves lie moder-
ately above the RTH-PRE ones. This means that in 
those cases the RTH schedulability test is overly pes-
simistic about the maximum number of mixed VoIP 
TSs that can be admitted. On the other hand, with re-
gard to mixed VoIP and videoconference traffic (i.e. 
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Fig 5), at most one extra videoconference TSs can be 
admitted enabling either QAck or using a posteriori 
admission control. Thus, the RTH schedulability test 
appears to be tight, and the admission control limit 
does not benefit significantly from the QAck feature. 

In Figures 6 and 7 we evaluate the unused HCCA 
capacity with one VoIP G.711 TS and an increasing 
number of either VoIP G.723 or videoconference TSs, 
respectively. In both cases, the sample scheduler con-
sumes much more HCCA capacity than RTH. This is 
because VoIP G.723 TSs and videoconference TSs are 
unnecessarily polled with the same frequency as VoIP 
G.711 TSs, which have a shorter period (20 ms vs. 
45.5 ms and 20 ms vs. 100 ms, respectively). Thus, the 
capacity available for contention-based access with 
RTH is significantly higher than that available with the 
sample scheduler. The QAck feature manages to reduce 
the overhead of polling uplink TSs further, thus saving 
more capacity or contention-based access. This is espe-
cially true with mixed VoIP traffic (up to 16% of the 
channel capacity), whereas the capacity improvement 
with mixed VoIP G.711 and videoconference traffic is 
quite modest (at most 4% of the channel capacity). 

5. Conclusions 
In this paper we have presented RTH, a scheduling 

algorithm for providing real-time guarantees under 
802.11e HCCA. RTH applies rules derived from EDF 
scheduling to such context. RTH is simple, in that com-
plex operations are performed offline with respect to 
packet transmission, while scheduling decisions require 
a constant number of operations with respect to the 
number of admitted TSs. Nevertheless, our preliminary 
performance evaluation shows that (at least within the 
limits of the analyzed scenarios) it is more efficient 
than the sample scheduler in terms of resource utiliza-
tion.  

The admission of any set of TSs under RTH is con-
trolled by a schedulability test based on pessimistic 
assumptions, which thus provides a sufficient but not 
necessary schedulability condition. Although the re-
sults presented show that in many cases the admission 
control limit is not affected significantly by the pessi-
mistic assumptions of the RTH schedulability test, a 
more thorough evaluation of the tightness of the sched-
ulability test is required. This is left for future work. 
Finally, we have shown that QAck helps to reduce 
polling overheads and to increase the admission control 
limit. However, there are cases where the performance 
improvement of QAck is negligible. 
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